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Abstract. Given the challenges associated with obtaining large volumes
of real-world audio, the advancement of Automatic Speech Recognition
(ASR) systems increasingly depends on synthetic data. This study fo-
cuses on the call center-banking domain, providing a targeted analysis
of ASR models in this context. We evaluate real and synthetic datasets,
using Word Error Rate (WER) and Character Error Rate (CER) as
metrics, and employ a speech quality model to assess the impact on
ASR performance. Our research compares Text-to-Speech (TTS) and
advanced voice conversion methods, including KNNVC, Seed-VC, and
Vec2Wav2, revealing significant improvements in speech quality and ASR
accuracy, particularly with Seed-VC. Additionally, our domain-specific
experimentation provides insight into the unique challenges and oppor-
tunities that arise when applying ASR technologies to industry-relevant
settings. This highlights the potential of voice conversion technologies
to enhance ASR systems, guiding future research in diverse linguistic
scenarios, and paving the way for the broader application of ASR inno-
vations across various fields.

Keywords: speech recognition · speech synthesis · voice conversion ·
data augmentation

1 Introduction

Automatic Speech Recognition (ASR) systems have become integral to numerous
applications, ranging from voice-activated assistants to real-time transcription
services. As the demand for these systems grows, so does the need for accurate
and versatile ASR models capable of understanding diverse speech patterns and
dialects. Traditionally, the development of robust ASR systems relies heavily
on extensive datasets of real-world audio, which capture the complexity and
variability inherent in human speech. However, acquiring such datasets is often
resource-intensive and may not always be feasible, especially for languages or
dialects with limited speaker resources.

As an alternative, synthetic data generation has gained traction, leverag-
ing advancements in Text-to-Speech (TTS) technologies and voice conversion
methods to augment training datasets. TTS offers a straightforward approach
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to synthetic data generation but often falls short of replicating the nuanced at-
tributes of natural speech, resulting in suboptimal ASR performance. In contrast,
voice conversion techniques have shown promise in enhancing synthetic speech
quality, with models like KNNVC, Seed-VC, and Vec2Wav2 introducing sophisti-
cated transformations aimed at mimicking real-world audio characteristics more
closely.

This study evaluates the effectiveness of these diverse data sources—real-
world audio, TTS, and advanced voice conversion methods—in training ASR
systems. By analyzing the performance impacts of these data types through
metrics such as Word Error Rate (WER) and Character Error Rate (CER), we
aim to delineate the strengths and limitations of each approach. Our findings
highlight the crucial role of authentic data while demonstrating the potential of
voice conversion techniques like Seed-VC to substantially improve synthetic al-
ternatives, thus offering a pathway to more accessible ASR solutions in scenarios
where real data availability is constrained.

Through this exploration, we seek to inform the broader ASR research com-
munity of the practical implications and future directions in synthetic data uti-
lization, inspiring further innovation in the field of speech technology develop-
ment.

Our study makes several novel contributions to the field of ASR:

Domain-Specific Experimentation: Unlike previous research efforts that predom-
inantly focus on the Common Voice dataset, our experiments are conducted
within the specific context of the call center-banking domain. This approach
allows for a more targeted analysis and evaluation of ASR models within a
real-world, industry-relevant setting that presents unique challenges and oppor-
tunities.

Comprehensive Data Analysis: We provide a detailed examination and compar-
ison of real and generated audio data using a speech quality model. This anal-
ysis sheds light on the distributional characteristics and quality metrics of each
dataset, thereby offering insights into the potential impact on ASR performance
and the fidelity of synthetic speech generation.

Comparative Evaluation of Synthesis Techniques: Our work includes a compar-
ative analysis of Text-to-Speech (TTS) and three distinct voice cloning models.
This evaluation highlights the differences in speech quality, diversity, and dis-
tribution, providing a nuanced understanding of the strengths and limitations
of each approach in replicating real-world audio characteristics and improving
ASR accuracy.

2 Related Works

Modern Text-to-Speech (TTS) synthesis has been transformed by deep learning,
moving from rigid concatenative methods to flexible neural models. The domi-
nant paradigm for a long time was a two-stage pipeline, exemplified by Tacotron
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2 [20], which first converts text into a mel-spectrogram, followed by a neural
vocoder like WaveNet [16] or HiFi-GAN [10] to generate the final waveform.
To address the slow, autoregressive nature of these models, non-autoregressive
systems like FastSpeech 2 [19] were introduced, enabling faster inference. A sig-
nificant leap in quality and efficiency came with end-to-end models like VITS [9],
which jointly train the text-to-spectrogram and vocoder components in a sin-
gle network using variational inference and generative adversarial networks. The
most recent frontier treats TTS as a language modeling problem. Models such
as VALL-E [21] and Spear-TTS [8] quantize audio into discrete tokens and use a
transformer architecture to predict these tokens from text, enabling remarkably
human-like synthesis and in-context learning capabilities.

Voice Cloning (VC) aims to generate speech in a specific target voice, typi-
cally from a small audio sample. This is pursued through two main paradigms.
The first and most common for synthesis from text is based on multi-speaker
Text-to-Speech (TTS). This approach, popularized by systems like SV2TTS [7],
conditions a TTS model on a speaker embedding extracted from reference audio,
enabling zero-shot cloning for speakers unseen during training.

A second, parallel methodology is direct Voice Conversion, which transforms
the speaker identity of a source audio utterance into that of a target speaker
while preserving the linguistic content. This field includes classic non-parametric
methods like kNN-VC [3], which performs conversion by finding the k-nearest
neighbors of source speech features within a target speaker’s feature space. More
recent deep learning models like AutoVC [18] have achieved high-quality, zero-
shot conversion by using an autoencoder with a carefully designed information
bottleneck to disentangle speech content from speaker identity. The ultimate goal
for both paradigms is high-fidelity speaker mimicry, with the latest generation
of TTS models like VALL-E [21] blurring the lines by using reference audio
as an acoustic prompt to clone not only timbre but also prosody and acoustic
environment with remarkable realism.

The capacity of these systems to generate linguistically identical content
across a multitude of cloned speaker identities is particularly valuable for data
augmentation, as it can be used to train ASR models that are more robust to
speaker variability. Li et al. [11] proposed augmenting ASR training data with
synthetic speech generated by a Tacotron 2-based TTS system enhanced with
Global Style Tokens (GST), enabling multi-speaker modeling and prosody vari-
ation. They synthesized a complete version of the LibriSpeech training set and
combined it with natural speech in a 1:1 ratio, training deep convolutional mod-
els (Wave2Letter+) with up to 54 layers. This approach led to significant WER
improvements, demonstrating that large-scale synthetic augmentation with con-
trolled speaking styles can serve as an effective regularization method and im-
prove generalization in end-to-end ASR models. Baas and Kamper [2] proposed
a VC framework for data augmentation aimed at extremely low-resource set-
tings. Their architecture factorizes the speech signal by employing a pretrained
CPC-based feature extractor, a quantization-based content encoder to preserve
linguistic information, and a hierarchical global style token (HGST) module to
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capture speaker identity. They demonstrated the cross-lingual transferability of
this approach, showing that a model trained exclusively on high-resource English
data could generate synthetic training data for unseen languages, thereby im-
proving the performance of fine-tuned wav2vec 2.0-based ASR systems. Casanova
et al. [4] proposed a cross-lingual data augmentation pipeline for ASR leveraging
the YourTTS model, a zero-shot multi-speaker TTS and voice conversion system
trained with only one speaker in the target language. By synthesizing training
data using cross-lingual speaker embeddings and applying audio augmentations,
they achieved over 30% absolute WER improvement in Brazilian Portuguese
and Russian, demonstrating the feasibility of training ASR models in extremely
low-resource conditions. Ogun et al. [15] conducted a comprehensive analysis of
synthetic data augmentation for ASR, using flow-based multi-speaker TTS and
VC models to isolate the effect of augmenting specific speech attributes such
as phonetic content, speaker identity, pitch, and duration. They showed that
carefully controlling phoneme diversity, speaker embeddings, and environmental
conditions leads to up to 35% relative WER reduction on LibriSpeech, while
naïve mixing of real and synthetic data often underperforms due to mismatched
distributions.

3 Methodology

3.1 Data

The dataset most frequently utilized for Automatic Speech Recognition (ASR)
tasks is the Common Voice (CV) dataset [1], which is publicly accessible and
widely employed for ASR data augmentation studies [4, 15]. Nevertheless, there
remains a significant gap in the exploration of custom domain data. In particu-
lar, this study investigates the audio domain of call centers, specifically for the
Turkish language, using internally collected data. This call center data serves as
a foundational benchmark for real-world data.

Access to a dataset comprising a diverse range of speakers is crucial for
generating speech samples with varied vocal characteristics. For this purpose,
we utilized the Librispeech dataset [17], which includes a total of 1281 speakers.

The initial step in creating a training dataset involves generating speech data
via off-the-shelf text-to-speech (TTS) technology. We employed Azure-TTS [13]
to produce 20 hours of speech, utilizing transcriptions from authentic data. The
voices "EmelNeural" and "AhmetNeural" were selected at random for this pur-
pose. This dataset is referred to as "TTS" in the results. Subsequently, these
generated speech samples were adapted to different speakers using various voice
cloning models. For faster adaptation, we follow Algorithm 1.

3.2 ASR Model

Conformer [5] is a hybrid architecture that integrates convolutional neural net-
works with transformers, specifically designed to excel in sequence modeling
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Algorithm 1 Speaker Selection for TTS Voice Conversion
1: Input: Total Speakers N , Audios per Speaker M = 100
2: Output: Converted Audios with Selected Speaker
3: for each unprocessed audio batch do
4: Randomly select a speaker Si from the pool of N speakers
5: for each audio Aj in the batch of M audio samples do
6: Convert Aj to use the voice of selected speaker Si

7: end for
8: Log conversion details
9: end for

tasks like automatic speech recognition. It combines multi-head self-attention
to capture long-range dependencies with convolutional layers for local feature
extraction, offering a balance between global context and local detail process-
ing. This combination allows the Conformer to effectively address the limitations
of standard transformer models in handling sequential data by enhancing both
temporal and spatial feature understanding.

Zipformer [22] is an adaptive architecture optimized for efficiency in compu-
tational and memory resources, tailored for real-time tasks such as speech and
language processing. It features a dynamic mechanism that adjusts its layer com-
plexity based on the input data, allowing it to manage resources effectively by
compressing or expanding layers as needed. This adaptability not only improves
processing speed and reduces latency but also makes the Zipformer particularly
suitable for deployment in resource-constrained environments, maintaining per-
formance while conserving computational power.

3.3 Voice Conversion Models

k-Nearest Neighbors Voice Conversion (KNN-VC) [3] is a voice con-
version framework that utilizes the simplicity and effectiveness of the k-nearest
neighbors algorithm to transform speaker characteristics. The model operates by
first extracting acoustic features from both the source and target voice samples,
typically using methods like Mel-frequency cepstral coefficients (MFCCs). Dur-
ing the conversion process, KNN-VC searches for the k-nearest feature vectors
in the target dataset that match the source feature vectors. The transformation
is accomplished by averaging these neighbors to estimate the corresponding tar-
get features, thereby adapting the source speech to closely resemble the target
speaker’s attributes while preserving the original linguistic content. This ap-
proach is data-efficient as it does not require the extensive training typical of
deep learning models, making it adaptable and easy to implement for real-time
applications with moderate computing resources.

Seed-VC [12] is a pioneering voice conversion system designed to generate
high-quality transformations even with minimal training data, known as "seed"
data. The model is constructed around advanced neural network architectures,
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such as GANs (Generative Adversarial Networks) or VAEs (Variational Autoen-
coders), which allow it to generalize from small datasets. By leveraging these
sophisticated techniques, Seed-VC effectively learns to embody and reproduce
the speaker-specific attributes such as pitch, timbre, and prosody of the target
voice from limited input data. This is achieved through a fine-tuning process
where the network parameters are adjusted to optimize the conversion quality.
Seed-VC’s ability to deliver personalized and convincing voice transformations
using minimal samples makes it particularly advantageous in scenarios with data
scarcity, enabling applications in personalization and customized voice applica-
tions across various languages and accents.

vec2wav2 [6] employs WavLM and vq-wav2vec to encode the source speech.
By utilizing these technologies, the speech is encoded for both prompting and
content purposes, respectively. Subsequently, the encoded speech is converted
into discrete tokens, which are then softened using a Conformer encoder. This
process enhances the features’ flexibility and adaptability. Finally, the softened
features are resynthesized into high-quality audio through the use of a BigVGAN
vocoder, thereby producing output that closely resembles natural speech.

The three voice conversion models exhibit distinct approaches and strengths.
KNN-VC utilizes the simplicity of the k-nearest neighbors algorithm, relying
on feature matching and averaging, making it data-efficient and suitable for
real-time applications without demanding significant computational resources.
Seed-VC employs advanced neural architectures like GANs and VAEs, excelling
in scenarios with minimal data by learning to emulate speaker-specific charac-
teristics through sophisticated fine-tuning processes. In contrast, vec2wav2 uses
technologies such as WavLM, vq-wav2vec, and BigVGAN to encode and resyn-
thesize speech, emphasizing output quality with moderate data requirements.
Each model offers unique advantages tailored to specific environments, balanc-
ing between data efficiency, adaptability, and high-quality audio output.

The criteria for selecting voice conversion models in this study are multi-
faceted and carefully considered to ensure optimal performance and applicability.
Firstly, the models must be cross-lingual, a feature that enables them to effec-
tively handle and convert speech across different languages. This capability is
particularly important for research that involves diverse linguistic datasets, such
as Turkish call center audio, which can benefit significantly from cross-lingual
agility. Secondly, the models are required to exhibit state-of-the-art accuracy in
speech generation. This criterion ensures that the models produce high-fidelity
outputs that closely mimic the natural characteristics of human speech, thereby
enhancing the realism and effectiveness of the training dataset for the ASR sys-
tem. Lastly, the voice conversion models need to demonstrate proficiency with
short reference speech durations. This capability is crucial for practical applica-
tions, as it allows for accurate voice conversion even when limited speech samples
are available. This can be particularly advantageous in scenarios where exten-
sive audio data are not readily accessible or where rapid conversion is desired.
Together, these criteria make the selected models well-suited for the purposes
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of this study, ensuring both the quality and versatility of the generated speech
data.

Mesauring Generated Data We evaluate the similarity between real-world
audio data and speech data generated through synthetic means. To accomplish
this, we employ the NISQA framework [14], which provides a robust metric for
assessing the quality of both authentic and artificially generated speech data.
By leveraging NISQA, we can quantitatively examine the distribution of speech
quality within both data sets, thereby facilitating a detailed comparison of their
respective characteristics. This approach allows us to observe not only the indi-
vidual quality metrics but also the overall distribution patterns, thereby reveal-
ing pertinent differences between real and synthetic speech. Such insights are
crucial for understanding the effectiveness and limitations of synthetic data in
replicating the nuances of real-world speech.

4 Experiments

Initially, the specified ASR model is trained using the real-world dataset with
varying durations of audio data. Following this phase, the training dataset is
substituted with speech data generated through TTS and VC models.

Speech Qualities The comparative distributions of real and generated data
qualities are illustrated in Fig. 1. The real-world audio data exhibit greater
variability and a higher level of noise compared to the generated speech samples,
which display significantly less diversity. The Text-to-Speech (TTS) generated
speeches tend to cluster within a high-quality range. However, their distribution
does not align with that of the real data, indicating a disparity in variability and
naturalness.

Conversely, the speech samples produced through cloning techniques exhibit
a distribution that more closely resembles the variability found in real-world
data. By converting TTS-generated speech to match the vocal characteristics of
speakers from the Librispeech dataset, the resulting data distribution becomes
more similar to the authentic data. This observation suggests that voice con-
version techniques enhance the representativeness and variability of synthetic
speech, thereby bridging the gap between generated and real audio data.

Consequently, this finding supports the hypothesis that voice conversion can
be more effective than TTS alone in aiding speech recognition systems to reduce
word error rates. The improved alignment of the cloned speech distribution with
real data exemplifies its potential to enhance the robustness and accuracy of
ASR systems in practical applications.

Experimental Setup for ASR Model ASR model is inially trained on english
data, and then finetuned with the specified cases. Byte Pair Encoding (BPE) is
employed for tokenization, utilizing a vocabulary size of 500 tokens. The context
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Fig. 1. Histogram of NISQA-predicted MOS (Mean Opinion Score) values for real and
synthetic speech data. The "Real Data" (blue) shows a broad distribution of perceived
quality, reflecting diverse acoustic conditions. The TTS system (orange) yields consis-
tently high scores with a sharp peak near 5.0, indicating very high synthetic quality
but limited variability. Voice conversion methods (knn-VC in green, sedd-VC in red,
and vec2wav2 in purple) produce more naturally distributed scores, with sedd-VC and
vec2wav2 achieving high MOS values while preserving greater variability than TTS.
These results highlight the trade-off between synthetic clarity and realism across sys-
tems.

size is configured to 2. For performance evaluation, we conduct an averaging of
the final epochs, specifically from the latest 1st, 3rd, 5th, 7th, and 9th epochs,
and report the optimal result obtained. We use K21 and Icefall2 tools for training.

4.1 Real Data and TTS

The results in Table 1 provide a comparison of Word Error Rate (WER) and
Character Error Rate (CER) for different datasets used in training an Automatic
Speech Recognition (ASR) system over a 20-hour period. As expected, the real
data outperforms synthetic methods, achieving a WER of 34.40% and a CER
of 15.33%. This highlights the effectiveness of real-world audio in capturing the
nuances and variability inherent in natural speech, which is vital for developing
robust ASR models.

Text-to-Speech (TTS) stands out with a notably high WER of 97.10% and
a CER of 80.18%, suggesting significant limitations in replicating the natural
qualities of human speech required for accurate recognition. The synthetic speech
generated by TTS lacks the variations and natural characteristics, leading to a
reduced performance.

KNNVC, a voice conversion method, achieves a WER of 83.06% and a CER
of 55.08%. This technique surpasses TTS in performance, indicating its ability
1 https://github.com/k2-fsa/k2
2 https://github.com/k2-fsa/icefall
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Table 1. Word Error Rate (WER) comparison for different types of training data in
an Automatic Speech Recognition (ASR) system, evaluated over training duration of
20 hours. The results highlight the effectiveness of real-world audio data and various
synthetic speech generation methods, including TTS and voice conversion techniques
such as KNNVC, Seed-VC, and Vec2Wav2.

Train Data CER ↓ WER ↓

Real Data 15.33 34.40

TTS 80.18 97.10

KNNVC 55.08 83.06

Seed-VC 43.97 75.53

Vec2Wav2 46.62 78.42

to generate more natural-sounding synthetic speech, yet it still trails substan-
tially behind real data. Seed-VC yields better results, with a WER of 75.53%
and a CER of 43.97%. The relative improvement in WER over TTS is approx-
imately 22.2%, suggesting Seed-VC’s superior capability in synthesizing speech
that faithfully mimics the qualities of real-world audio.

Vec2Wav2 demonstrates moderate effectiveness with a WER of 78.42% and
a CER of 46.62%, providing improvements over both TTS and KNNVC but
slightly underperforming compared to Seed-VC. The relative improvement in
WER compared to TTS is approximately 19.2%, highlighting Vec2Wav2’s po-
tential in enhancing synthetic speech for ASR training. Overall, these findings
indicate that while real audio data remains crucial for optimal ASR system
performance, advanced voice conversion techniques, particularly Seed-VC, can
significantly boost the utility of synthetic datasets in speech recognition appli-
cations.

4.2 Substituting Real Speech Data with Synthetic Clones via Voice
Conversion Models

The presented results in Table 2 provide an insightful examination of Word Error
Rate (WER) and Character Error Rate (CER) when utilizing enhanced voice
conversion models and their combinations with Text-to-Speech (TTS) in training
Automatic Speech Recognition (ASR) systems over a 20-hour duration. Com-
pared to our previous discussion tables, these configurations demonstrate the
effectiveness of repeated applications of KNNVC, Seed-VC, and Vec2Wav2 voice
conversion methods, both independently and integrated with TTS-generated
speech.

Voice conversion techniques alone display varying levels of effectiveness when
applied repeatedly. KNNVC applied five times results in the highest WER of
82.25%, indicating a significant error rate that reflects potential overfitting prob-
lems or artifacts introduced through excessive synthesis transformations. This
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suggests that without the refinement of TTS integration, pure voice conversion
might lack the necessary naturalness or variability found in real-world speech.

Seed-VC applied five times achieves a notable reduction in WER to 73.99%,
representing a relative improvement of approximately 9.92% compared to KN-
NVC. This suggests that Seed-VC’s repeated transformations produce synthetic
speech that is closer in acoustic features to real speech, thereby improving ASR
model performance.

Vec2Wav2 repeated application, resulting in a WER of 75.77%, offers a
more moderate improvement compared to KNNVC, with a relative reduction of
around 7.86%. This demonstrates that while Vec2Wav2 improves performance,
it yields less pronounced gains than Seed-VC in its fivefold application, high-
lighting the specific strengths and limitations inherent in each voice conversion
model.

The integration of TTS with voice conversion techniques reveals additional
enhancements. The combination of TTS with KNNVC leads to a slight reduc-
tion in WER to 81.8%, yielding a minor relative improvement of approximately
0.55% over KNNVC alone. However, the benefits are more pronounced when
TTS is combined with Seed-VC, where WER reduces further to 74.62%, a rela-
tive improvement of about 9.33% compared to TTS with KNNVC, underscoring
the complementary nature of Seed-VC and TTS.

Similarly, while combining TTS with Vec2Wav2 results in a WER of 76.82%,
this configuration also provides a small yet notable relative improvement of
around 5.48% compared to Vec2Wav2 alone. This indicates that TTS can en-
hance the performance of voice conversion techniques, though the extent varies
depending on the particular model.

Overall, the results suggest that voice conversion models, particularly when
integrated with TTS, can improve speech recognition accuracy. Nonetheless, the
degree of improvement is contingent on the model and approach used, with Seed-
VC demonstrating the most substantial gains, especially when paired with TTS.
These findings highlight the critical role of strategic integration and moderation
in applying voice conversion and TTS techniques to optimize ASR systems’
performance effectively.

4.3 Augmenting Real Speech Data with Synthetic Clones

The results in Table 4 illustrate the effectiveness of different combinations of
TTS and voice conversion techniques in reducing the Word Error Rate (WER)
in Automatic Speech Recognition (ASR) systems with 20 hours of training data.
Each configuration demonstrates a considerable improvement over the assumed
baseline WER of 34.40% obtained with real data alone.

Integrating TTS with the Vec2Wav2 model yields the most significant re-
duction, achieving a WER of 28.65%. This translates to a relative improvement
of approximately 16.74% compared to the baseline, highlighting the efficacy of
this combination in enhancing speech recognition accuracy. However, applying
Vec2Wav2 fivefold increases the WER to 30.26%, which still represents a relative
improvement of about 12.04% but points to potential over-processing issues.
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Table 2. Word Error Rate (WER) analysis of speech recognition performance using
enhanced voice conversion models and combinations with Text-to-Speech (TTS). Eval-
uated over training duration of 20 hours, this table presents results for models trained
on synthetic speech generated through repeated applications of KNNVC, Seed-VC,
and Vec2Wav2, as well as the integration of TTS-generated speech with these voice
conversion techniques.

Train Data CER ↓ WER ↓

KNNVC ×5 52.97 82.25

Seed-VC ×5 41.47 73.99

Vec2Wav2 ×5 44.4 75.77

TTS + KNNVC 52.19 81.8

TTS + Seed-VC 43.95 74.62

TTS + Vec2Wav2 46.42 76.82

Similarly, the TTS plus KNNVC configuration results in a WER of 28.98%,
corresponding to a relative improvement of approximately 15.78%. Yet, when
KNNVC is applied five times, the WER rises to 30.26%, reducing the relative
improvement to roughly 12.04%, consistent with findings for multiple Vec2Wav2
applications.

The integration of TTS with Seed-VC results in a WER of 32.30%, yield-
ing a modest improvement of about 6.10%. However, applying Seed-VC fivefold
provides a notable WER of 29.71%, improving the relative figure to 13.63%,
suggesting that multiple applications can be beneficial for Seed-VC, contrary to
trends observed with other techniques.

Finally, using all clones with TTS results in a WER of 29.01%, represent-
ing a relative improvement of approximately 15.67%. This balanced approach
delivers robust performance without the complexities associated with multiple
applications of a single technique.

In summary, these results clearly demonstrate that while all configurations
enhance WER over the baseline, the degree of improvement is variable. The
Vec2Wav2 technique, notably in its single-application form, produces the most
substantial relative gains. Importantly, the analysis suggests that applying voice
conversion techniques excessively can lead to less pronounced improvements,
potentially due to overfitting or introduction of recognition-inhibiting artifacts.
Consequently, selecting the optimal number of applications is crucial for maxi-
mizing the benefits of data augmentation in ASR systems.

4.4 Exploring the Impact of Varying Training Durations on Model
Performance

The analysis of the Word Error Rate (WER) and Character Error Rate (CER)
across different training durations (10, 20, and 50 hours) highlights several key
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Table 3. Performance comparison of Word Error Rate (WER) when blending real and
synthetic training data in Automatic Speech Recognition (ASR) systems. The table
highlights WER improvements with real data alone and in combination with TTS
and multiple iterations of voice conversion techniques (KNNVC, Seed-VC, Vec2Wav2).
Evaluated over 20 hours of training data, configurations include single and multiple
applications (denoted as ×5) of voice conversion methods

Train Data CER ↓ WER ↓

Real Data + TTS + KNNVC 12.32 28.98

Real Data + TTS + KNNVC ×5 13.71 30.26

Real Data + TTS + Seed-VC 13.71 32.30

Real Data + TTS + Seed-VC×5 13.25 29.71

Real Data + TTS + Vec2Wav2 12.12 28.65

Real Data + TTS + Vec2Wav2 ×5 13.51 30.26

Real Data + TTS + all clones 12.58 29.01

observations on the performance enhancements achieved through data augmen-
tation techniques, specifically TTS and various voice conversion models such as
KNN-VC, Seed-VC, and Vec2Wav2, in the context of Turkish call center data.

Initially examining the WER of models trained solely on real data, a clear and
substantial decrease is observed as the training duration increases: from 58.71%
with 10 hours of training to 34.40% with 20 hours, and further to 25.48% with
50 hours. This expected improvement underscores the importance of extensive
training datasets in enhancing speech recognition models.

When comparing models augmented with TTS and voice conversion tech-
niques to those trained only on real data, significant improvements are observed.
With 10 hours of training, the integration of TTS and KNN-VC, Seed-VC, and
Vec2Wav2 results in relative WER reductions of approximately 19% to 21%.
Specifically, the WER decreases from 58.71% to about 46-47%, depending on
the specific voice conversion model used. At 20 hours, the relative improvement
in WER is between 6% and 17%, with the augmented models achieving WERs
ranging from 28.65% (Vec2Wav2) to 32.30% (Seed-VC), notable reductions from
the baseline of 34.40%.

Interestingly, as the amount of training data increases to 50 hours, the rela-
tive improvements in WER obtained from the voice conversion models become
less pronounced, with improvements around 1% to 3% when compared to models
trained on real data alone. All augmented models achieve WERs around 25%,
closely aligning with the baseline and with one another, indicating diminish-
ing returns on WER improvements from these specific techniques as training
duration grows.

These findings reveal that while TTS and voice conversion models initially
provide substantial advantages, particularly with limited data, their relative ben-
efit decreases as the training datasets expand. This suggests that the effectiveness
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Table 4. An In-Depth Analysis of Character Error Rate (CER) and Word Error Rate
(WER) for Various Voice Conversion Models, Evaluating Performance Across Different
Training Durations: A Comprehensive Comparison for 10, 20, and 50 Hours of Train-
ing on Real Data, Augmented with TTS and Different Voice Conversion Techniques
Including KNN-VC, Seed-VC, and Vec2Wav2.

Amount of Hours in Training

10 hours 20 hours 50 hours

Train Data CER WER CER WER CER WER

Real Data 35.57 58.71 15.33 34.40 10.44 25.48

Real Data + TTS + KNNVC 24.38 47.08 12.32 28.98 10.18 25.47

Real Data + TTS + Seed-VC 23.89 46.56 13.71 32.30 10.19 25.19

Real Data + TTS + Vec2Wav2 24.5 46.72 12.12 28.65 10.04 25.26

of these augmentation techniques is more pronounced in resource-constrained
scenarios. Overall, the results underscore the utility of data augmentation in
reducing WER and CER for Turkish call center data, emphasizing their role in
enhancing model robustness and accuracy, especially in the early stages of model
development.

5 Conclusion

This study investigates the efficacy of various data sources for training Automatic
Speech Recognition (ASR) systems, focusing on real-world audio, Text-to-Speech
(TTS), and advanced voice conversion techniques such as KNNVC, Seed-VC,
and Vec2Wav2. Our findings unequivocally establish that real-world audio data
yields superior ASR performance, achieving the lowest Word Error Rate (WER)
and Character Error Rate (CER). This underscores the critical role of authentic
speech in capturing the nuanced variability essential for robust ASR models.

While synthetic methods offer a feasible alternative in the absence of ex-
tensive real data, their effectiveness varies significantly. The TTS approach,
though widely accessible, demonstrated substantial limitations, as evidenced by
its higher WER and CER, likely due to inadequate representation of natural
speech dynamics.

Conversely, the integration of voice conversion techniques presented marked
improvements. Seed-VC emerged as the most promising method among the syn-
thetic approaches, delivering the highest reduction in WER and CER relative
to TTS, thereby demonstrating its potential to bridge the performance gap be-
tween synthetic and real data. Vec2Wav2 also showed efficacy, albeit to a lesser
extent. These results suggest that advanced voice conversion can enhance the
realism and utility of synthetic datasets for ASR training.

In conclusion, while real-world audio remains the benchmark for optimal
ASR performance, the strategic implementation of sophisticated voice conver-
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sion methods presents a viable path to enhancing ASR systems, particularly
in resource-constrained environments. Future research could further refine these
synthetic methods and explore their broader application in diverse linguistic
contexts, paving the way for more accessible and effective ASR technologies.
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